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ABSTRACT1 
Data is the fuel of machine learning. How training datasets are produced, i.e. preconceptions, 
interests, and power imbalances encoded in data, decisively shapes ML systems. This paper 
summarizes our research project's goals and results at the intersection of data creation and 
deployment in machine learning products. We argue for the incorporation of reflexivity in the 
documentation of datasets as a method to restore context, assumptions, and power dynamics at the 
core of data practices.  
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INTRODUCTION  

Creating datasets for machine learning (ML) is not straightforward. Work practices related to 
gathering, annotating, and cleaning data are all about interpretation and sensemaking.  Data “are the 
product of unequal social relations.” [2]   
The opacity surrounding the design and creation of data, as well as the interests and preconceptions 
[9] encoded in datasets, are a significant threat to ethical data work and intelligible machine learning 
systems. Promoting datasets' intelligibility, i.e., understanding datasets’ origin, purpose, and 
characteristics can help better understand models' behavior and uncover broad ethical issues [10].  
Documenting the context of data production, including its power imbalances, is essential to produce 
more accurate and ethical machine learning systems.  
Recent research has proposed implementing structured disclosure documents to accompany datasets 
[1,3–6]. Despite their good intentions, those efforts fail to effectively reflect on power dynamics and 
their effects on datasets [2,7]. With the present research project, we aim to address this issue by 
identifying key aspects of the effective documentation of responsibilities, decision-making, and power 
asymmetries that decisively shape data, ML systems, and outcomes.    
 
THE RESEARCH PROJECT 

We lay the focus at the intersection of the creation and deployment of training data for ML. Work 
practices at this intersection require strong coordination efforts as the tasks involved (e.g., data 
collection and annotation) include the participation of many actors and iterations. Moreover, these 
tasks are often outsourced to specialized companies. Our research is framed by two questions: What 
dynamics of negotiation and imposition can be identified within teams and among organizations 
involved in producing datasets for ML? And what effects do those dynamics have on the datasets that 
are produced? 
Given the complex interweaving of actors, iteration, and responsibilities, counting with 
documentation that helps retrieve the context in which data transformations have taken place is 
crucial, yet hard to achieve. Some emerging questions are: What exactly should be documented? 
What is the purpose of documentation? Who should be in charge of documenting, and who should 
have access to documentation? 
Our investigation is organized around three phases, involving different (yet related) research foci and 
methods: 
In the first phase, we focused on work practices of data annotation. We conducted ethnographic 
fieldwork at two annotation companies in Argentina and Bulgaria, including in-depth interviews with 
data annotators, QA analysts, and managers. We studied how annotators make sense of data, what  
structures and standards shape that sensemaking, and who, in the end, decides which classifications 
best define each data point. 



 

The second phase deals with the role of computer vision companies that commission the collection, 
annotation, and sorting of data. Through expert interviews with ML engineers and data scientists, we 
aim at investigating how task instructions are formulated, discussed, and documented, and what is 
the rationale behind them. Communication between ML practitioners and outsourcing workers is a 
critical aspect here, i.e., how agreements, instructions, and decisions are communicated and 
documented. 
In the third phase of this project, we plan to co-design documentation mechanisms through a series 
of workshops involving relevant stakeholders, i.e., ML practitioners, data scientists, management, and 
workers at crowdsourcing platforms and outsourcing companies. Guided by the insights gained 
through phases one and two, we aim at discussing practices oriented towards the retrieval of context 
in data creation. Such documentation should not only ease communication between commissioners 
and outsourcers but, most importantly, should act as a tool for interrogating responsibilities, 
interests, and preconceptions encoded in datasets through work practices. 
 
KEY ISSUES 

With stage one concluded, we are now in the midst of stage two. We have observed existent and 
prospective documentation practices of several companies dedicated to the annotation of data, the 
training of ML algorithms, and the production of ML products. The insights obtained so far have 
helped us identify several key aspects of the real-world creation of datasets in industrial settings. We 
argue that the following four issues should be taken into account if the aim is encouraging effective 
documentation in this space: 
Purpose of Documentation. The reasons for keeping and retrieving documentation related to the 
production of datasets vary with each organization. We have identified three common 
documentation purposes: (1) preservation of knowledge (for further training or in case a key actor 
leaves the organization), (2) accountability (for compliance with regulations but also to allocate 
responsibilities in case of disagreement among inter-organizational partners), and (3) disclosure of 
dataset specifications (in case a dataset is open for public use and reuse). 
Corporate Secrecy. Organizations often regard the information that should be documented as trade 
secrets, especially if it involves details about the intended product or if some of the processes involved 
in producing the dataset are considered a strategic advantage. In many cases, this issue leads to a 
reluctancy to share existing documentation with other stakeholders and the general public or to not 
document at all. 
Layers and Iterations. The production of datasets includes many iterations, involving actors that often 
work in different organizations. The layered and iterative character of data-related work contributes 
fundamentally to naturalizing the encoding of arbitrary meanings in datasets [7].  These layered 
structures are also essential to dilute responsibilities. The impossibility of pointing fingers at one 
individual,  position,  or  even layer,  contributes  significantly  to  a  lack  of  accountability  regarding  



 

potentially harmful outcomes of ML systems. In this context, documenting becomes even more 
important but also more difficult. 
Power Asymmetries. Many datasets are produced with a specific ML product in mind. Their design 
begins as the expected outcome of that product (in terms of computational output but also of 
revenue) is transformed into task instructions for data collectors, annotators, and scientists. In this 
process, not all actors hold the same power to exercise subjective judgments. Decisions are subject 
to hierarchies. “The higher the position occupied by an actor,  the more accepted and respected their 
judgments” [7]. For instance, managers have more power than annotators to shape datasets. In the 
case of outsourced data services, commissioning clients have more power than outsourcers to impose 
their worldviews on data. The decision to document and the financial means to do so are generally a 
prerogative of the more powerful actors. Structured disclosure documents, i.e. datasets checklists, 
often fail to reflect these power imbalances and their decisive effect on the produced datasets. 
 
CONCLUSION 

Datasets for machine learning are generally created as part of large industrial structures, subject to 
market trends, and deeply intertwined with naturalized capitalistic interests and power asymmetries. 
This context has a real effect on datasets, ML systems, and outcomes. Despite their decisive role, 
these contexts of data production are hardly ever documented. 
Aiming at expanding previous research, the present project advocates for positionality-aware 
practices of data creation and documentation.  In this sense, we highlight the need for orienting 
documentation towards a reflection of power dynamics. We envision disclosure documents that  
require answers to who-questions [2] such as “whose product will this dataset train?”, “whose 
rationale is behind the ways in which data has been collected, cleaned, annotated, and sorted?”, “who 
resolved discrepancies in the design and production process?”, and “who funded the creation of this 
dataset”?  
The challenge here is developing a framework for documentation that is practical enough to be 
implemented and yet offers enough room to foster reflexivity. It should be standardized enough not 
to become a burden for organizations and workers. At the same time, it should be flexible enough to 
adapt to different tasks, cultural and language settings, and actors' knowledge and background. 
Achieving a healthy balance between these elements and incentivizing industry practitioners to 
implement such documentation is not easy. The challenge is nevertheless worth exploring if we aim 
at addressing the ethical challenges related to the production of data for machine learning systems. 
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