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ABSTRACT
Current ML ethics toolkits present useful mitigation strategies, code, tutorials, and more to ML
engineers who want to mitigate bias or other ethical issues in their work, but they also require that
the engineer already understand a great deal about the problem and potential mitigation strategies.
Ethical sensitivity (ES) may offer us a framework for developing a tool that scaffolds understanding
building (called “particularization”) and supports decision-making (or “judgment” in the ES framework).
This abstract introduces a prototype of a tool aimed at helping ML engineers particularize and
judge by surfacing relevant problem features, exposing them to options they may not otherwise
encounter, allowing search by key features identified in the user study, and directing them to types of
information (code and working examples, tutorials, and papers) they sought. Hopefully, this tool will
not only support particularization and judgment when it is used, but also, by exposing engineers to
options, problem and mitigation features, and even ethical issues they aren’t aware of, will help build
particularization and judgment skills in its users. I also hope this tool will become a useful teaching
tool for educators and trainers, a useful exploration tool for researchers who want to built novel and
needed ethical mitigation strategies, and a platform on which creative technical folks can build more
and better ethics search tools using its open source code.
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INTRODUCTION
Technical interventions abound to try to encourage human values in machine learning (ML): privacy,
transparency, and fairness in particular. But how can ML engineers find an intervention to suit their
ethical problem, dataset, ML technique, and application?
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Imagine you are a machine learning engineer and you have recognized a potential ethical issue in
your work. Maybe you noticed a performance difference among demographic groups in your model
or you suspect it is using a proxy for race, like zip code, to make different predictions for a racial
group. You decide to see what you can do about it and search for a popular AI fairness toolkit that
was recommended to you.

On the website, you find links to code, tutorials, a paper, videos, and more. You are interested in
determining whether the toolkit can help you diagnose and address the problem you are worried
about. You scroll until you find options for identifying bias in ML algorithms (labelled for example,
“Equal Opportunity difference: The difference of true positive rates between the unprivileged and
privileged groups;” “Mahalanobis Distance: The average Mahalanobis distance between the samples
from the two datasets;” and “Manhattan Distance: the average Manhattan distance between the
samples from the two datasets”) and options for bias mitigation algorithms (labelled for example,
“Reweighing: Use to mitigate bias in training data. Modifies the weights of different training examples”
and “Disparate Impact Remover: Use to mitigate bias in training data. Edits feature values to improve
group fairness.”) Clicking on any of these options brings you to a GitHub page with well-documented
code that you can download and start working with right away.
This is undoubtedly a useful resource: it offers all of the features that participants in this study

pointed to as desirable: code, tutorials, and videos. However, it may be difficult to navigate without
a highly particularized understanding of the circumstance, resources, options, and consequences
you are facing. For example, if you are not familiar with what a “Manhattan Distance” is, the fact
that you can determine the Manhattan distance between two distributions isn’t likely to help you
decide whether that is the mitigation strategy you need. Perhaps you notice a technique that claims
to improve group fairness, and you get fairly far into implementing it only to realize that it works
only for groups that are explicitly defined by a feature in the data or for exactly two groups and no
more. The goal of this project is to help machine learning engineers quickly build the understanding
necessary to select an appropriate technical intervention in a single, searchable, filterable resource.

This document will briefly review the tool and the theoretical framework that inspired it.

ETHICAL SENSITIVITY
ES 1 describes a worker, focused on the technical aspects of their task, cleaning training data or1Ethical sensitivity has been studied in many

disciplines, including medicine, accounting,
and education. Weaver et al. wrote an inter-
disciplinary review in 2008 [4] and research has
increased since that time. This description of ES
and its use in computing are described in a pa-
per currently under review, but which I would
be happy to share.

reviewing cross validation output for example, who experiences a paradigm shift (recognition) when
they realize that the task at hand may have ethical implications. Perhaps their data contains sensitive
information about people or the model appears to have poor performance for images of people with
darker skin (two examples of possible cues) and that causes the worker to wonder about potential
privacy or fairness violations. The worker then reflects and seeks information about their situation:
the details of the circumstance, the opinions of relevant actors, stakeholder interests, relevant internal
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Figure 2: First Page of Tool Profile

or external standards, their resources, any options, consequences of their options, and the relationship
between the potential ethical issue and their responsibilities (particularization) [1, 4]. Finally, they
formulate and execute a judgment [3]. To create an ethical mitigation guide, this project relies on the
second and third activities: assuming that a worker has identified a potential ethical problem in their
work, this tool aims to help them particularize and judge.

Although they may seem sequential, particularization and judgment are strongly interlinked and
workers often cycle between the two before arriving at a final decision [2]. Therefore, we can represent
ethical sensitivity as Figure 1.

Figure 1: Ethical Sensitivity Activities
The tool presented 2 aims to bridge the gap alluded to in the introductory story between the

2The prototype presented is part of a Value
Sensitive Design (VSD) study in progress; data
from machine learning engineers, its would-
be users, has shaped its development. Now it
needs feedback from non-user experts: people
who understand ethics and ethical interven-
tions at work. The details of the tool’s devel-
opment using VSD are not presented here for
the purposes of avoiding anchoring your evalu-
ation, but I will happily discuss them. I can be
reached at karenlboyd@gmail.com.

recognition of a potential ethical issue and the choice of an ethical mitigation strategy by supporting
particularization and connecting the understanding built to a judgment.

THE TOOL
The prototype presented 3 has two primary features: filtering and search capabilities (See Figure 4)

3ml-ethics-tool.web.app

and a tool profile (See Figures 2 and 3)
The primary way to search for an ethical mitigation strategy using the ML ethics search tool is a set

of filters. Users can seek by their objective, stage in development, training data types, ethical concerns,
and ML techniques. I hope that, in addition to helping ML engineers find a well-fitting tool, the filter
set will expose ML engineers to the many opportunities available to intervene and make this and any
future models they build more ethical. For example, although I expect that most searchers will land
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Figure 3: Second Page of Tool Profile

on the site for the first time looking to detect issues or mitigate a known harm in an existing model.
However, when they go to filter for those objectives, they will read that they can also plan ahead to
avoid ethical pitfalls and report on model or data limitations. Similarly, I expect many engineers will
be looking to reduce unjust or discriminatory outcomes, ensure equal performance across groups, and
protect sensitive data (issues much in the news and on the minds of ML workers I’ve interviewed),
but the interface for filtering will present them with several other ethical concerns that can crop up in
ML development and do have mitigation tools available.

Each filter category also appears on the tool profile, highlighting the capabilities of each tool. Here
again, a user can select a tag and add that to the filters being applied to the list of tools. Also, someone
searching for, for example, “fairness in outcomes” who finds the “Slice Finder” intervention will see
that the same tool can also be used to promote transparency and fairness in performance, hopefully
raising the profile of less talked-about ethical goals in addition to helping searchers find well-fitting
mitigation strategies. To help workers particularize and build particularization as a skill, the tool

Figure 4: Filters

profile surfaces key features of fit between ethical problems and technical mitigation strategies as
part of the “Requirements” section of the tool profile. Requirements vary widely in specificity and
and often include explicit valuations, thresholds, or definitions. For example “the value of placing
an item in a particular position in the ranking,” “an effect size threshold,” or a definition of fairness.
Requirements are written as specifically as they can be so that users can make sure their problem
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fits. For example, a tool to mitigate biased outcomes may need“a dataset with one or more protected
features,” “a dataset with a protected attribute captured as a data feature,” or “user data (group
membership and number of groups can be unknown).” These options can help a seeker with more
than one protected attribute that isn’t captured as a data feature, but might be correlated with other
features (like image characteristics or zip code), find a tool that suits their data.
The description and procedure better explain the nature of the tool (what it does and how it to

does it, respectively), and is especially useful for very general tools, for which the only requirement
might be “a potentially biased training data set.” After these basic particulars are deemed to be a good
enough fit, the seeker can find links to the three primary types of content the user study participants
sought: code, papers, and tutorials. Every tool with a tool profile has at least one of those links, and
as many links as are available can be added.
Users can submit suggested edits and new tool profiles for approval by a moderator, and anyone

can fork the code and build their own, tailored, expanded, or differently organized ML ethics tool. I
hope that this ML ethics search tool can be a tool for ML builders to find ethical mitigation strategies,
for educators to present students with tools, and for managers to support ethical development in their
teams. I found writing tool profiles to be very instructive; I expect assigning a similar tool profile to ML
students would expose them toML ethics research, require them to applyML technical knowledge, and
allow them to experience contributing to a project that benefits their wider occupational community.
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